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Pandas

Pandas Pandas oag c;soooqp o? c;c\)cooeﬁl analysis Q?c)cﬁ 3909 @[0?0000 oag Python Ilbrary
oomee@@oaau 630004 cr? DataFrame 39@0 [:lcx?o@ ecocoooa@u 630004 oo&csaooooooo Qo? data
structure ugsaToa@u pandas DataFrame oag Excel spreadsheet o @uoo:qp:4¢ oagsoaoe[: ox¢ Excel
03 @203:(0|02050932:03: @eguSom ayE(e§grecearn aoéuadéoopSi Excel spreadsheet @
ssoooooéssoo&iooo:(e(data structure) @022:0¢ (table format) @ocmaéu oz%sa@é SQL 9(730% @ooo:qp:&?’
query co8(gc:1 s0nd(gc: (SQL-like queries and joins of tables) 200503 [0cpS&EaopS

Pandas §(§ NumPy eo&émés&;eﬂ(&p NumPy 035 ooé:ogézspaé 326p320:09: (NumPy ogé gopaé

3301092 )00pd 630x0BE|:300:0pp3(B00pS array (array be of the same type) gp: (¢6(0300p51 Pandas
< [} ° o cC Oo¢ < C C o C 9 C Q <

03¢€ 63020qP:0) @VX2:Q0 (table format) @g oae:ao@:ooo:soaoe@og GOYCO00PB0RC V0RO data

format qp:(gda0p3 integers 1 dates 1 floating-point numbers 1 strings 0o0p503 (46&E00pS 1 026§p5:320:(66

NumPy oaé data format oraéoaé array qp:(r% <7$§orgos 8éso:ooéq$ sgogorg@ogoaéu Pandas oaé data

format eoraéoaé @u:00 (table format) cssoooqp:crc?’ cscxgcoo%écﬁa@ogoﬁ @éwéu

Pandas 20pS 3a¢jj:¢]|:6000 630203Eqp:4¢ data- bases qp: 320:09:03 ©05038Eg6:§o0pS1 poes SQL
database 1 Excel 8¢ comma-separated values (CSV)3E 0303 sacgudonap vodup&oopdi Pandas oopS
machine learning 92000§503¢ eaomgp: 20§0E(5¢: (cleaning) data 1 exploration cod(g¢: §¢
transformation cpS(g&:03a0p05 @cg§3ad:08a0p5 data manipulation function gp:goolocoopSi indexing
320:0009]054)2: @ §20pS 1

» data qp:e) statistics ag|053c005gp:03 Bmgudonm gpegdaoSi
[o]

» Data cleaning 0?5q$3908(7§ built in pandas function gp: % gpaéu

* G30704P: subsettmg C\?OGF'; [ fllterlngcxgocﬁ I insertion cx;ocﬁ, | deletion cx;osw §c aggregation C\?OGF';
function gp:go> gpa@

« data set gp: col&:[g¢: (Merging) s005(s¢: [QopS$ function gp:go §oopSi

e time-series data qp:sacgog timestamps qp: | 39q|°$.§\c§ oaorgex%éoaé function gp:go gopaéu

Additional Recommended Resources:
e pandas Documentation: http:/pandas.pydata.org/pandas-docs/stable/ (http:/pandas.pydata.org
/pandas-docs/stable/)

o Python for Data Analysis by Wes McKinney
e Python Data Science Handbook by Jake VanderPlas

Import Libraries

In [1]: import pandas as pd
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Introduction to pandas Data Structures
*pandas* & 38m 6302000p56800050864]: (two main data structures)es *Series* & *DataFrames* o3

GSaopS

pandas Series

pandas Series 20p5 one-dimensional labeled array (g6a0pSi pd.series () (6 pandas series

N < < <
CD(D?UD&GSO’J(DOD& I

In [2]: ser = pd.Series([100, 'foo', 300, 'bar', 500], ['tom', 'bob', 'nancy
', 'dan', 'eric'])

oopSea0005(8:0005 pandas series 03 0§(03050§

In [3]: ser

Out[3]: tom 100
bob foo
nancy 300
dan bar
eric 500

dtype: obiject

pandas series © index qp:orcg’ @%@é%ﬁ

In [4]: ser.index

Out[4]: Index(['tom', 'bob', 'nancy', 'dan', 'eric'], dtype='object')

pandas series ¢ axes o3 (0p3q§ ( pandas series 03¢ axis 0369200 §eoxne(né axis §¢ index 20pS

sgoacaoé@ogoaéu )

In [5]: ser.axes

Out[5]: [Index(['tom', 'bob', 'nancy', 'dan', 'eric'], dtype='object')]

pandas series ¢ nancy' G 'bob’ o3&l wﬁa@ésp oo$cc§ qp :03 ser.loc[ ] (8¢ access coS&E0pSI
pandas series @) index ¢ 'nancy' 1 'bob' 000pS §o6pSqp:03 co:g) access cOS&ERSI

In [6]: ser.loc[['nancy', '"bob']]
Out[6]: nancy 300
bob foo

dtype: obiject

pandas series @) index ¢ $0lo5(row number) cozg) access apS&EaopSi
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In [7]: ser[[4, 3, 111

Out[7]: eric 500
dan bar
bob foo

dtype: object

pandas series @) index ¢ §clo5(row number) co:g) .ilocl 1 (9§ access cp6&EaopSu
In [8]: ser.iloc[2]

Out[8]: 300

pandas series @) index ¢ 'nancy' | 'bob' 000p5 §o6p5qp:03 co:g) series AAaRC § 6§ ©6&Ea0p5H §egag)c
True o%eugors egcicg_lé False @5 e@@c@éeéu

In [9]: 'bob' in ser

Out[9]: True

pandas series &\ @eé@é o§ series o?)ogé ﬁeyné item gpos 390:0"?:09{ @é%éméu

In [10]: ser

Out[10]: tom 100
bob foo
nancy 300
dan bar
eric 500

dtype: object

pandas series 06905:03 | §&egoadag)C item 005 00§ 8:qp: (value)gdesag)C Js003:(8: string [sdesayc
)e?@oc)esgoé o?ﬁso:cgéeéu

ser* 2

pandas series @03¢:6 item gp:0d s6c0503§:00EagE[5E:

In [11]: ser[['nancy', 'eric']l] ** 2
Out [11]: nancy 90000
eric 250000

dtype: object

pandas DataFrame

pandas DataFrame 05p5 2-dimensional labeled data structure oog(@da0pS1
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Create DataFrame from dictionary of Python Series
pandas series s63(0¢ DataFrame 0369 oxpSes0onsa0pSi DataFrame (sdeoxe(ooé row index & column

index vpg) index (})9§o0pSu

In [12]: d = {'one' : pd.Series([100., 200., 300.], index=['apple', 'ball', '
clock']l),
'two' : pd.Series([111., 222., 333., 4444.], index=['apple', 'b
all', 'cerill', 'dancy'l)}

d 00p5 DataFrame o089 e[gdeao:ol

In [13]: print(type(d))

<class 'dict'>

In [14]: d
Out[14]: {'one': apple 100.0
ball 200.0
clock 300.0
dtype: float64, 'two': apple 111.0
ball 222.0
cerill 333.0
dancy 4444.0

dtype: float64d}

pd.DataFrame (d) (¢¢ DataFrame [s6ea2oC (g coSa0pSi DataFrame [sSoopdaes] index qp:ad
o@@éemé(common) @[0?5@: eﬁoaé: oo$(<§:qp:s§qocgé NaN @5 sgm:oc%:oaéu

In [15]: df = pd.DataFrame (d)

print (df)

one two
apple 100.0 111.0
ball 200.0 222.0
cerill NaN 333.0
clock 300.0 NaN
dancy NaN 4444.0

DataFrame o3¢ index 205 row index [¢6a0pS column index 20pS column [gGax eq:60:q$0300p5 1

In [1l6]: df.index

Out[16]: Index(['apple', 'ball', 'cerill', 'clock', 'dancy'], dtype='object
')

In [17]: df.columns

Out[17]: Index(['one', 'two'], dtype='object')
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< < < < o <

sgooorgogc 0206800053200 d 5000y dict & 88390$°03é item qp:&i ooooﬁe'j DataFrame oooc)?orfo

< '] o< < coQ <
G30M0IFPOYPC: OOPOEIOIMRKC O

In [18]: pd.DataFrame(d, index=['dancy', 'ball', 'apple'l])

Oout[1l8]:
one two

dancy NaN 4444.0
ball 200.0 2220
apple 100.0 111.0

< < < o

3200050p¢ 02p5ea0005320p5 d s800pS dict @ 883c3§a0p3 item gp:ad axowye) DataFrame 06903

< o C

< o< < coQ 0 00 Q9 < ¢ 2 O QQ < Q o < o¢c
GSQ’.)(DO'ISQO?C: OOROGIVIMQCIOQY BOIPAYOR) CAYICON OO ee@loooag GO0 POGORCIOOII

(¢} < ¢ o¢ < co [o] N [o] oC <
036005 200588E0p5 0§ 8:qp: 6§olon NaN (¢ men:ad:c0:8§6pS 1

50f32

<

In [19]: pd.DataFrame(d, index=['dancy', 'ball', 'apple'], columns=['two', 'f

ive'l])

Oout[1l9]:
two five

dancy 4444.0 NaN
ball 222.0 NaN
apple 111.0 NaN

Create DataFrame from list of Python dictionaries
Python dictionary ¢ DataFrame 036§ 0opSes0005(g¢:

In [20]: data = [{'alex': 1, 'joe': 2}, {'ema': 5, 'dora': 10, 'alice':

In [21]: pd.DataFrame (data)

out[21]:
alex alice dora ema joe

0 1.0 NaN NaN NaN 2.0
1 NaN 20.0 10.0 5.0 NaN

In [22]: pd.DataFrame (data, index=['orange', 'red'])

Oout[22]:
alex alice dora ema joe

orange 1.0 NaN NaN NaN 2.0
red NaN 20.0 10.0 5.0 NaN

50f 32 Gmoézoow()‘&ﬁ
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In [23]: pd.DataFrame(data, columns=['joe', 'dora',6 'alice'l])

out [23]:
joe dora alice

0 20 NaN NaN
1 NaN 10.0 20.0

Basic DataFrame operations

In [24]: df

Oout[24]:
one two

apple 100.0 111.0

ball 200.0 222.0
cerill NaN 333.0
clock 300.0 NaN

dancy NaN 44440

eondadgnepdeo:g) DataFrame 0696 adeardadaopé:§) item gp:od access cpS[aé:

In [25]: df['one']

Out [25]: apple 100.0
ball 200.0
cerill NaN
clock 300.0
dancy NaN

Name: one, dtype: floato64

c0%503 'one’ §c§ G503 'two' 0% G@O(ﬁej cSad 'three’ @eé@é cmSd 390303005? 005008(:@5:
In [26]: df['three'] = df['one'] * df['two']
daf

out [26]:
one two three

apple 100.0 111.0 11100.0

ball 200.0 222.0 44400.0
ceril NaN 333.0 NaN
clock 300.0 NaN NaN

dancy NaN 4444.0 NaN

Q < <

ea50S 'one' @0p¢:6 item gp:oopS 250 coa33gqpiag True o360p05 spS:ag)é False adaopS condition (¢
'flag' c;oogc\')ooogeg ooﬁooé@cc::
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In [27]:
out[27]:
In [28]:
In [29]:
Oout[29]:
In [30]:
Out[30]:
In [31]:
In [32]:
out [32]:

7 of 32

< S-S
GOOOC:OOOOE)Q‘?';.

df['flag'] = df['one'] > 250
df
one two three flag
apple 100.0 111.0 11100.0 False
ball 200.0 222.0 44400.0 False
cerill NaN 333.0 NaN False
clock 300.0 NaN NaN  True
dancy NaN 4444.0 NaN False
three = df.pop('three')
three
apple 11100.0
ball 44400.0
cerill NaN
clock NaN
dancy NaN
Name: three, dtype: floaté64

df
one two flag
apple 100.0 111.0 False
ball 200.0 222.0 False
ceril. NaN 333.0 False
clock 300.0 NaN  True
dancy NaN 44440 False
del df['two']
df
one flag
apple 100.0 False
ball 200.0 False
cerill NaN False
clock 300.0 True
dancy NaN False

7 of 32
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In [33]: df.insert (2, 'copy_of one', df['one'])

df
Out [33]:
one flag copy_of one
apple 100.0 False 100.0
ball 200.0 False 200.0
ceril NaN False NaN
clock 300.0 True 300.0
dancy NaN False NaN
In [34]: df['one_upper_half'] = df['one'][:2]
df
Out[34]:
one flag copy_of _one one_upper_half
apple 100.0 False 100.0 100.0
ball 200.0 False 200.0 200.0
ceril NaN False NaN NaN
clock 300.0 True 300.0 NaN
dancy NaN False NaN NaN

Case Study: Movie Data Analysis

This notebook uses a dataset from the MovieLens website. We will describe the dataset further as we
explore with it using pandas.

Download the Dataset

Please note that you will need to download the dataset. Although the video for this notebook says that
the data is in your folder, the folder turned out to be too large to fit on the edX platform due to size
constraints.

Here are the links to the data source and location:

o Data Source: MovieLens web site (filename: ml-20m.zip)
¢ Location: https://grouplens.org/datasets/movielens/ (https://grouplens.org/datasets/movielens/),

8 of 32 emoé:ooo%gg§ Pandas_Part_ Two
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< S~ S
GOOOC:OOOOE)Q‘?';.

Use Pandas to Read the Dataset

In this notebook, we will be using three CSV files:

e ratings.csv : userld,movield,rating, timestamp
e tags.csv : userld,movield, tag, timestamp
e movies.csv : movield, title, genres

Using the read_csv function in pandas, we will ingest these three files.

movies.csv 0r$ OO’S(\j ssoooqp:(ﬁ? ogooéu

movies = pd.read_csv('movies.csv',

title

sep=', |)

'pandas.core.frame.DataFrame'>

genres

Toy Story (1995)

Jumaniji (1995)

Grumpier Old Men (1995)
Waiting to Exhale (1995)

Father of the Bride Part Il (1995)
Heat (1995)

Sabrina (1995)

Tom and Huck (1995)

Sudden Death (1995)
GoldenEye (1995)

American President, The (1995)
Dracula: Dead and Loving It (1995)
Balto (1995)

Nixon (1995)

In [35]:
print (type (movies))
movies.head(15)
<class

Out [35]:

movield
0 1
1 2
2 3
3 4
4 5
5 6
6 7
7 8
8 9
9 10
10 11
1 12
12 13
13 14
14 15

Cutthroat Island (1995)

tags.csv 03 005g) 63000g2:03 0ooRSI

Adventure|Animation|Children|Comedy|Fantasy

Adventure|Children|Fantasy
Comedy|Romance
Comedy|Dramal|Romance
Comedy
Action|Crime|Thriller
Comedy|Romance
Adventure|Children

Action
Action|Adventure|Thriller
Comedy|Dramal|Romance
Comedy|Horror
Adventure|Animation|Children
Drama

Action|Adventure|Romance

9 of 32
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In [36]: # Timestamps represent seconds since midnight Coordinated Universal
Time (UTC) of January 1, 1970
tags = pd.read_csv('tags.csv', sep=',"')
tags.head()
Oout [36]:
userld movield tag timestamp
0 3 260 classic 1439472355
1 3 260 sci-fi 1439472256
2 4 1732 dark comedy 1573943598
3 4 1732  great dialogue 1573943604
4 4 7569 so badit's good 1573943455

ratings.csv 0% (DUSGj GSOOOQ_P:(TO.E oioaéu

In [37]: ratings = pd.read_csv('ratings.csv', sep=',', parse_dates=['timestam
p'l)
ratings.head()

Out [37]:
userld movield rating timestamp

0 1 31 25 1260759144
1 1 1029 3.0 1260759179
2 1 1061 3.0 1260759182
3 1 1129 2.0 1260759185
4 1 1172 4.0 1260759205

ratings DataFrame ¢ 'timestamp'’ G(D’SC\SO% @cﬁﬁr):oaéll (ratings.csv ¢ GSOOOQ_P:(TO.E moS q|(r°)o¢§[§§:
C
eo?oooplu)

tags DataFrame ¢ 'timestamp' e0v50503 soSqp:o0pSi

In [38]: # For current analysis, we will remove timestamp (we will come back
to it!)

del ratings['timestamp']
del tags|['timestamp']

Data Structures

Series
tags DataFrame ¢ 0coesd: row (row §clod 0) 03 series 0369 296 (g|oSa0pS1

emoé:m(ﬁggﬁ Pandas_Part_Two
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In [39]: #Extract Oth row: notice that it is infact a Series
row_0 = tags.iloc([0]
type (row_0)

Out [39]: pandas.core.series.Series

In [40]: print (row_0)

userId 3
movieId 260
tag classic

Name: 0, dtype: object

index o3 access apGoopSi

In [41]: row_O0.index

Out [41]: Index(['userId', 'movieId', 'tag'], dtype='object')

In [42]: row_O['userId']

Oout[42]: 3
In [43]: 'rating' in row_0O
Out[43]: False
0o ¢ <
row 0 =) §26p00) W50

In [44]: row_0O.name

Out[44]1: O
row 0 =) @eéo% =) §oeéo$ 'first_row' w0 @eés@o&o&éu

In [45]: row_O = row_O.rename('first_row')
row_0.name

Out [45]: '"first_row'

DataFrames

tags DataFrame &\ 0coead: row (5)903 (0305448

11 0f32 emoé:m(ﬁggﬁ Pandas_Part_Two
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In [46]: tags.head()

Out [46]:
userld movield tag
0 3 260 classic
1 3 260 SCi-fi
2 4 1732 dark comedy
3 4 1732  great dialogue
4 4 7569 so bad it's good

tags DataFrame &\ row index qp:03 (030548

In [47]: tags.index

Out[47]: RangelIndex (start=0, stop=1093360, step=1)

tags DataFrame &\ coo50d index qp:03 (054§

In [48]: tags.columns

Out [48]: Index(['userId', 'movieId', 'tag'], dtype='object')
row index $0lo5 0111 & 2000 oeN ca020gP:0d (PBpSa§

In [49]: # Extract row 0, 11, 2000 from DataFrame

tags.iloc[ [0,11,2000] ]

Out[49]:
userld movield tag
0 3 260 classic
11 4 164909 cliche

2000 647 164179 twist ending

Descriptive Statistics

ratings dataframe ¢ rating canSaden sgeﬂ(f)sgc\)(ﬁqp:

12 of 32 emoé:oo(ﬁggﬁ Pandas_Part_Two
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In [50]:

Out [50] :

ratings dataframe ¢ sgeﬂogsgmogqpm% @ésﬁu userld 1 movield 1 rating o>oaé c;m%d')qp: SQO:Q?SSﬁ

< S~ S
GOOOC:OOOOE)Q‘?';.

ratings['rating'] .describe ()
count 100004.000000
mean 3.543608
std 1.058064
min 0.500000
25% 3.000000
50% 4.000000
75% 4.000000
max 5.000000

Name: rating, dtype: floato64

< N [o] < <
SGQJ(TJS’BC\)(DQ.P:W GG’.)@)GOZ:D&II

In [51]:

Out[51]:

ratings dataframe ¢ rating cndadel mean oo$$:oo¢§?ooém%oao G@S@&ﬁ

In [52]:

Oout[52]:

ratings dataframe ¢ coo5adqp:aan:ad:el mean 02§3:03 ced(0q)

In [53]:

Out[53]:

ratings.describe ()

userld movield rating

count 100004.000000 100004.000000 100004.000000

mean 347.011310  12548.664363 3.543608
std 195.163838 26369.198969 1.058064
min 1.000000 1.000000 0.500000
25% 182.000000 1028.000000 3.000000
50% 367.000000 2406.500000 4.000000
75% 520.000000 5418.000000 4.000000
max 671.000000 163949.000000 5.000000

ratings['rating'] .mean ()

3.543608255669773

ratings.mean ()

userId 347.011310
movieId 12548.664363
rating 3.543608

dtype: floato64

D4p5:59: 02§§:03 eudgas

In [54]:

Out[54]:

13 of 32

ratings['rating'] .min ()

0.5

<
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s, SO O C I3
Bqp:ah: 0§03 es30ag
In [55]: ratings['rating'].max()

Out [55]: 5.0

std oo$cc§:(rf° s@%@sﬁ
In [56]: ratings['rating'].std()

Out [56]: 1.0580641091073735

oQ s MQ ¢ 0o¢ co0. 0 ¢ IS
SB@QSQQ{PSGQ:@Q)Q)& (TJﬁ;ZUDE';(?:(Tf GG’.)EKﬁ,
In [57]: ratings|['rating'] .mode ()

Oout [57]: 0 4.0
dtype: floaté64

< S~ S
GOOOC:OOOOE)gsﬁ

14 of 32

Correlation matrix o3 ce3(gq$ 1 pairwise correlation of columns o3 cga5e0:00p51 missing value gp:0d

cp3e0z050li ( excluding NA/null values.)

In [58]: ratings.corr()

out [58]:
userld movield

rating

userld 1.000000 0.007126 0.010467

movield 0.007126 1.000000 -0.028894

rating 0.010467 -0.028894 1.000000

emSad 'rating' 39035:9 item qp:oaé 5 ooogfﬁqucgjé True o%eo?ors c?.s?é:cmcc: False s@%@sﬁ

14 of 32
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In [59]: filter_1 = ratings['rating']l > 5
print (filter_1)
filter_1l.any ()
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O J oUW DN RO

O

10
11
12
13
14
15
16
17
18
19
20
21
22
23
24
25
26
27
28
29

99974
99975
99976
99977
99978
99979
99980
99981
99982
99983
99984
99985
99986
99987
99988
99989
99990
99991
99992
99993
99994
99995
99996
99997
99998
99999
100000
100001
100002

False
False
False
False
False
False
False
False
False
False
False
False
False
False
False
False
False
False
False
False
False
False
False
False
False
False
False
False
False
False
False
False
False
False
False
False
False
False
False
False
False
False
False
False
False
False
False
False
False
False
False
False
False
False
False
False
False
False
False

< S~ S
GOOOC:OOOOE)gsﬁ
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Out [59]: False

In [60]: filter_ 2 = ratings['rating']l > 0
filter_2.all ()

Oout [60]: True

Data Cleaning: Handling Missing Data

movies DataFrames row :?asqsgog(f) §\c§ G(D’S(\SS’BGG‘FQOgOS(T?E G@%@sﬁ

In [61]: movies.shape

Out [61]: (9125, 3)

movies DataFrame op¢ missing value gp: § 6§od(gS:[gd00pSH
isnull() 00pS missing value qp: § e§oe¢:(8d0pS1 .any() 23p5 § 6§03 cardadac305 cvd(gev:o0pdi
isnull() @5 00‘50\%5 DataFrame cnoSeBo"?:(fL) GO’CJE:)ODéII

In [62]: #is any row NULL ?
movies.isnull () .any ()

out [62]: movieId False
title False
genres False

dtype: bool

ratings dataframe &\ row sgeqssogc73§<§ c0%50d sseqsgogcﬁor% e@%@cﬁ,

In [63]: ratings.shape

Out [63]: (100004, 3)

ratings DataFrame o3¢ missing value qp: § e§o(s¢:(edo0pSn isnull() 20p5 missing value qp: §
eﬁ@é@é:@éo&éu .any() oaé ﬁoleﬁc'lo% c;mgoisrac\%og G@S@so:wéu isnull() @é 00‘50315 DataFrame

ooo%sed?:&é e@%@wéu

In [64]: #is any row NULL ?
ratings.isnull () .any ()

Out [64]: userId False
movieId False
rating False

dtype: bool

Thats nice ! No NULL values !
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In [65]:

Out [65] :

In [66]:

Out [66] :

tags dataframe o3¢ missing value qp:§oopSi o8 missing value qp:03 ©05a05q§ . dropna () o3

325:(goopS1i
In [67]:

In [68]:

Out [68]:

In [69]:

out [69]:

tags.shape

(1093360, 3)

#is any row NULL ?

tags.isnull () .any ()
userId False
movieId False
tag True

dtype: bool

< S~ S
GOOOC:OOOOE)Q%

tags = tags.dropna ()

#Check again: is any row NULL ?
tags.isnull () .any ()

userId False

movieId False

tag False

dtype: bool

tags.shape

(1093344, 3)

18 of 32

a8 missing value q:03 ©05000503056a006(03E rowW 3eqEoR5 cagRepd:0g2:00p51 (No NULL values !

Notice the number of lines have reduced.)

Slicing Out Columns

tags dataframe ¢ 'tag’ GOPSA3EN 000630: (3)620% G@S@eﬁ

In [70]:

Oout [70] :

tags['tag'] .head()

0 classic
1 sci-fi
2 dark comedy
3 great dialogue
4 so bad it's good

Name: tag, dtype: object

movies dataframe o 'title’ S 'genres' codadodel 0esd: (5)903 ced(0qs

18 of 32

< S S
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In [71]: movies[['title', "genres']].head()

Out[71]:
title genres
0 Toy Story (1995) Adventure|Animation|Children|Comedy|Fantasy
1 Jumaniji (1995) Adventure|Children|Fantasy
2 Grumpier Old Men (1995) Comedy|Romance
3 Waiting to Exhale (1995) Comedy|Drama|Romance
4 Father of the Bride Part Il (1995) Comedy

ratings dataframe ¢ c;c?oogzx'?: (oo)efor% G@S@&ﬁ

In [72]: ratings[-10:]

Oout[72]:
userld movield rating

99994 671 5952 5.0
99995 671 5989 4.0
99996 671 5991 4.5
99997 671 5995 4.0
99998 671 6212 25
99999 671 6268 25
100000 671 6269 4.0
100001 671 6365 4.0
100002 671 6385 2.5
100003 671 6565 3.5

ratings dataframe ¢ e§2058d: (6903 c05(0a§

In [73]: ratings.tail()

Out[73]:
userld movield rating

99999 671 6268 25
100000 671 6269 4.0
100001 671 6365 4.0
100002 671 6385 25
100003 671 6565 3.5

tags datafram ¢ 'tag' Gm&\')? eaﬁﬂésgcﬁl:sgm:qp:(ﬁ sqogorg@: oooeec?:(g)eftr% G@S@sﬁ
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In [74]:

Out[74]:

emoé:oo&igg% 20 of 32

tag_counts = tags['tag'].value_counts()
tag_counts[:5]

sci-fi 8330
atmospheric 6516
action 5907
comedy 5702
surreal 5326

Name: tag, dtype: int64

tags datafram ¢ 'tag' c;mfc)o')(f eaﬁﬂésgeﬁlzsgo)o:qp:(ﬁ c;qog(ﬁ[ci): G§0(ﬁac§:(oo)szo$ G@S@eﬁ

In [75]:

Out[75]:

tag_counts = tags['tag'].value_counts()
tag_counts[-5:]

Marcos Jorge

Judith Ivey

there must be something clever here...
rich = corrupt

pen to the neck

Name: tag, dtype: int64

R R R R

tags datafram ¢ 'tag' eoorcx\")(f q]éﬂésseﬁlzssm:qp:ﬁ eqogorS@: celoHok (3)§orc§ooo: oq@@ée@%@sﬁ

In [76]:

Out[76]:

tag_counts[:5] .plot (kind="bar', figsize=(10,3))

<matplotlib.axes._subplots.AxesSubplot at Oxbeba3c8>

Filters for Selecting Rows

ratings datafram ¢ 'rating' c503§02§3:qp: 4.0 360705 4.0 gpzay|C rating

< (o]

coxaé:0005 (highly_rated)ooo5eo5a0p5 1 Q3rating eannc:oops (highly_rated) 9SqEqp:ade ocoead: (5)a3ax

co3gas

In [77]:

Out [77]:

is_highly _rated = ratings['rating']l >= 4.0

ratings([is_highly_ rated] [:5]

userld movield rating

4 1 1172 4.0
12 1 1953 4.0
13 1 2105 4.0
20 2 10 4.0
21 2 17 5.0

emoé:ooo%gg@ Pandas_Part_Two
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movies datafram ¢ 'genres' em5a30p¢ "Animation’ vpewScon:agé Animation cloopd gSgE(sdaopS o
Animation Q5gEam:gp:00d 6wr05e6es0:(8: 5gSgpPiade veEad: ()30 ced(0as

In [78]: is_animation = movies['genres'].str.contains('Animation')
movies[is_animation] .head (5)

out[78]:
movield title genres
0 1 Toy Story (1995) Adventure|Animation|Children|Comedy|Fantasy
12 13 Balto (1995) Adventure|Animation|Children
46 48 Pocahontas (1995) Animation|Children|Drama|Musical|Romance
21 239 Goofy Movie, A (1995) Animation|Children|Comedy|Romance
216 244 Gumby: The Movie (1995) Animation|Children

Group By and Aggregate

In [79]: ratings|[['movieId',6 'rating']].head(5)

out [79]:
movield rating

0 31 25
1 1029 3.0

2 1061 3.0
3 1129 2.0
4 1172 4.0

°
°

'rating' c;m%d')e_le oo$$:qp: caepo?[ci): c;qogogo']u .groupby('rating') oaé 'rating’ c;m%c\")cj) o :
o?LspoB@é:@oSooéu poen rating = 3.0 [gsogooé: g]&ﬂémo:qp: ssocxgorc?’ ogeoqézcj oooS@ﬁeegpoé 3

c;qogoooaéu

co
[o]
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In [80]: ratings_count = ratings[['movieId', 'rating']].groupby ('rating') .coun
t ()
ratings_count

Oout[80]:
movield
rating

0.5 1101
1.0 3326
1.5 1687
2.0 7271
25 4449
3.0 20064
3.5 10538
4.0 28750
4.5 7723
5.0 15095

'movield' eav5a5e 00§8:4p: 0pepe(8: gS:9j02§8:(mean) gpoopSu

In [81]: average_rating = ratings[['movieId', 'rating']].groupby('movieId') .me
an ()
average_rating.head()

Out[81]:
rating

movield

1 3.872470
3.401869
3.161017
2.384615

a ~A W DN

3.267857

'movield' eav50de 00§8:4p: orepe(8: cqogadaopSi
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In [82]: movie_count = ratings[['movieId', 'rating']].groupby ('movieId') .count
()

movie_count.head()

out [82]:
rating
movield
1 247
2 107
3 59
4 13
5 56
In [83]: movie_count = ratings[['movieId',6 'rating']].groupby ('movieId') .count
()
movie_count.tail ()
Oout [83]:
rating
movield
161944 1
162376 1
162542 1
162672 1
163949 1

Dataframe gp:colc:0p5:(8S: (Merge Dataframes)

In [84]: tags.head()

Oout [84]:
userld movield tag

0 3 260 classic
3 260 sci-fi
4 1732 dark comedy
4 1732  great dialogue
4

A WDN

7569 so bad it's good
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In [85]:

Out [85] :

In [86]:

out [86] :

In [87]:

out [87] :

movies.head ()

< S-S
GO)OC:OOO)E)gsﬁ
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movield title genres
0 1 Toy Story (1995) Adventure|Animation|Children|Comedy|Fantasy
1 2 Jumaniji (1995) Adventure|Children|Fantasy
2 3 Grumpier Old Men (1995) Comedy|Romance
3 4 Waiting to Exhale (1995) Comedy|Drama|Romance
4 5 Father of the Bride Part Il (1995) Comedy

tags.head (2)

userld movield tag
0 3 260 classic
1 3 260 sci-fi

movies.head (2)

movield title genres
0 1 Toy Story (1995) Adventure|Animation|Children|Comedy|Fantasy
1 2 Jumaniji (1995) Adventure|Children|Fantasy

movies dataframe .§\(§ tags dataframe or%sohléxeéu eéwé§é:@(§ eo']cczzooéeéec%oaé(rfo

e[goe0:6§c820p51 how="inner' &BoopSen dataframe §d9 0cd:e key gp:o? intersection

ogﬁoaéc?é:@é scﬂé:@é:@éwéu SQL ¢ inner join .§\c§ orRoaéu

inner: use intersection of keys from both frames, similar to a SQL inner join; preserve the order of the left

keys.

In [88]:

Oout[88]:

t = movies.merge(tags, on='movieId', how='inner')
t.head()

movield title genres userld tag
0 1 TO)E%S?; Adventure|Animation|Children|Comedy|Fantasy 791 Owned
Toy Story A . imdb top
1 1 (1995) Adventure|Animation|Children|Comedy|Fantasy 1048 050
2 1 To)z.lsggg Adventure|Animation|Children|Comedy|Fantasy 1361 Pixar
3 1 TO)Z.ISS;[SQ; Adventure|Animation|Children|Comedy|Fantasy = 3164 Pixar
4 1 TO)E%S?; Adventure|Animation|Children|Comedy|Fantasy = 3164  time travel

Pandas_Part_ Two
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More examples: http:/pandas.pydata.org/pandas-docs/stable/merging.html (http:/pandas.pydata.org
/pandas-docs/stable/merging.html)

Combine aggreagation, merging, and filters to get useful
analytics

In [89]: avg_ratings = ratings.groupby ('movieId', as_index=False) .mean ()
avg_ratings.head()

out [89]:
movield userld rating

0 1 338.558704 3.872470
2 318.906542 3.401869
3 374.423729 3.161017
4 355.538462 2.384615
5

A WO DN

320.785714 3.267857

'userld' coor3c6<f? ooSo?orSooéu

In [90]: avg_ratings = ratings.groupby ('movieId', as_index=False) .mean ()
del avg_ratings['userId']
avg_ratings.head()

out[90] :
movield rating

0 1 3.872470
2 3.401869
3 3.161017
4 2.384615
5

A WDN

3.267857

movies dataframe ¢ acoodoo avg_ratings dataframe o3eolC:o0pSt merge cpS(8: box_office s3a0pd
dataframe mo%@ooécaoocﬁooéu
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In [91]: box_office = movies.merge (avg_ratings, on='movieId', how='inner')

box_office.tail ()

Out[91]:
movield title genres rating
9061 161944 The Last Brickmaker in America (2001) Drama 5.0
9062 162376 Stranger Things Drama 4.5
9063 162542 Rustom (2016) Romance|Thriller 5.0
9064 162672 Mohenjo Daro (2016) Adventure|DramalRomance 3.0
9065 163949 The Beatles: Fight Days a ek - The Documentary 5.0
ouring Y...
rating (6G00pS 9SgEamigp:al 06052051
In [92]: is_highly_rated = box_office['rating'] >= 4.0
box_office[is_highly_rated] [-5:]
Oout[92]:
movield title genres rating
9055 160718 Piper (2016) Animation 4.0
9061 161944 The Last Brickmaker in America (2001) Drama 5.0
9062 162376 Stranger Things Drama 4.5
9063 162542 Rustom (2016) Romance|Thriller 5.0
9065 163949 The Beatles: Eight Days a Week - The Touring ... Documentary 5.0
Comedy 9SgEam:gp:a3 06a0520051
In [93]: is_comedy = box_office['genres'].str.contains ('Comedy"')
box_office[is_comedy] [:5]
Oout[93]:
movield title genres rating
0 1 Toy Story (1995) Adventure|Animation|Children|Comedy|Fantasy 3.872470
2 3 Grumpier Old Men (1995) Comedy|Romance 3.161017
3 4 Waiting to Exhale (1995) Comedy|Drama|Romance 2.384615
Father of the Bride Part Il
4 5 (1995) Comedy 3.267857
6 7 Sabrina (1995) Comedy|Romance 3.283019

rating @é&)é 020 eacc)ﬂéooo: (comedy)qp:éﬁoao 60’5@61$
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In [94]: box_officel[is_comedy & is_highly_rated] [-5:]

Oout[94]:
movield title genres rating

9019 152081 Zootopia (2016) Action|Adventure|Animation|Children|Comedy 4.0

The Last Days of Emma

9023 153584 Blank (2009)

Comedy 5.0

Ice Age: The Great Egg-

9027 156025 Soapade (2016)

Adventure|Animation|Children|Comedy 5.0

Daniel Tosh: Completely

9037 158314 Serious (2007) Comedy 45
Mike & Dave Need
9052 160567 Wedding Dates (2016) Comedy 4.0
In [95]: movies.head()
out [95]:
movield title genres
0 1 Toy Story (1995) Adventure|Animation|Children|Comedy|Fantasy
1 2 Jumaniji (1995) Adventure|Children|Fantasy
2 3 Grumpier Old Men (1995) Comedy|Romance
3 4 Waiting to Exhale (1995) Comedy|DramalRomance
4 5 Father of the Bride Part Il (1995) Comedy
Split 'genres' into multiple columns
' ' C o [o BN C c ¢
genres'conoe0e ®@a00:qi0) YO0 VO§)$
In [96]: movie_genres = movies|['genres'].str.split (' | ', expand=True)

27 of 32 emoé:oo(ﬁggﬁ Pandas_Part_Two
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In [97]: movie_genres[:10]

out[97]:

< S-S
GOOOC:OOOOE)Q‘?';.

0 1 2 3 4 5 6 7 8 9
0 Adventure Animation Children Comedy Fantasy None None None None None
1 Adventure  Children  Fantasy None None None None None None None
2 Comedy Romance None None None None None None None None
3 Comedy Drama Romance None None None None None None None
4 Comedy None None None None None None None None None
5 Action Crime Thriller None None None None None None None
6 Comedy Romance None None None None None None None None
7 Adventure  Children None None None None None None None None
8 Action None None None None None None None None None
9 Action Adventure Thriller None None None None None None None

Add a new column for comedy genre flag
02020 q)éﬂémo: (comedy)q_pzssogcﬁ e@%@oaé em%cxiooogq oo5ooéq$

In [98]: movie_genres|['isComedy']

In [99]: movie_genres[:10]

Oout [99]:

= movies|['genres']

28 of 32

.str.contains ('Comedy")

0 1 2 3 4 5 6 7 8 9 isCo
0 Adventure Animation Children Comedy Fantasy None None None None None
1 Adventure  Children  Fantasy None None None None None None None
2 Comedy Romance None None None None None None None None
3 Comedy Drama Romance None None None None None None None
4 Comedy None None None None None None None None None
5 Action Crime Thriller None None None None None None None
6 Comedy Romance None None None None None None None None
7 Adventure  Children None None None None None None None None
8 Action None None None None None None None None None
9 Action Adventure Thriller None None None None None None None

Extract year from title e.g. (1995)

'title' 6505 ¢ §5q 014000503 ©05(8: 98dgp:03 wog) Dataframe opé year ca505065(6¢ copds)

co3gas
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In [100]: movies['year'] = movies['title'].str.extract('.*\((.*)\).*', expan
d=True)
In [101]: movies.tail()
Out [101]:
movield title genres year
9120 162672 Mohenjo Daro (2016) Adventure|DramalRomance 2016
9121 163056 Shin Godzilla (2016)  ACtion|Adventure|Fantasy|Sci- - 54¢

Fi

The Beatles: Eight Days a Week - The

9122 163949 Documentary 2016

Touring Y...
9123 164977 The Gay Desperado (1936) Comedy 1936
9124 164979 Women of '69, Unboxed Documentary NaN

More here: http://pandas.pydata.org/pandas-docs/stable/text.ntml#text-string-
methods

Parsing Timestamps

Timestamps are common in sensor data or other time series datasets. Let us revisit the tags.csv dataset
and read the timestamps!

In [102]: tags = pd.read_csv('tags.csv', sep=',"')

In [103]: tags.dtypes

Out [103]: userId int64
movieId int64
tag object
timestamp int64

dtype: object

Unix time / POSIX time / epoch time records time in seconds
since midnight Coordinated Universal Time (UTC) of January 1, 1970

29 of 32 G®0§:00(7398§ Pandas_Part_Two
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In [104]: tags.head(5)

Oout[104]:
userld movield tag timestamp
0 3 260 classic 1439472355
1 3 260 sci-fi 1439472256
2 4 1732 dark comedy 1573943598
3 4 1732  great dialogue 1573943604
4 4 7569 sobadit's good 1573943455
In [105]: tags['parsed_time'] = pd.to_datetime(tags['timestamp'],

30 of 32

unit="'s")

Data Type datetime64[ns] maps to either M8[ns] depending on the hardware

In [106]: tags|['parsed_ time'].dtype

Out [106]: dtype('<M8[ns]')

In [107]: tags.head(2)

Out[107]:
userld movield tag timestamp parsed_time
0 3 260 classic 1439472355 2015-08-13 13:25:55
1 3 260 sci-fi 1439472256 2015-08-13 13:24:16

Selecting rows based on timestamps

In [108]: greater_than_t = tags['parsed_time'] > '2015-02-01"

selected_rows = tags[greater_than_t]

tags.shape, selected_rows.shape

Out [108]: ((1093360, 5), (692112, 5))

Sorting the table using the timestamps

Pandas_Part_Two
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In [109]:

Out [109]:

tags.sort_values (by='parsed_time',

userld movield

< S-S
GOOOC:OOOOE)Q‘?';.

tag timestamp

ascending=True) [:10]

parsed_time

900600 129396 2788

monty python 1135429210

900595 129396 1732 coen brothers 1135429236

900592 129396 1206  stanley kubrick 1135429248

900591 129396 1193 jack nicholson 1135429371

900607 129396 5004
900589 129396 47
900590 129396 47 mo
900605 129396 4011
900604 129396 4011
900588 129396 32

peter sellers 1135429399
brad pitt 1135429412

rgan freeman 1135429412
guy ritchie 1135429431
brad pitt 1135429431
bruce willis 1135429442

2005-12-24 13:00:10
2005-12-24 13:00:36
2005-12-24 13:00:48
2005-12-24 13:02:51
2005-12-24 13:03:19
2005-12-24 13:03:32
2005-12-24 13:03:32
2005-12-24 13:03:51
2005-12-24 13:03:51
2005-12-24 13:04:02

Average Movie Ratings over Time

Are Movie ratings related to the year of launch?

In [110]:

Out[110]:

In [111]:

Out[1l117]:
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average_rating = ratings|[['movieId', 'rating']].groupby ('movieId', a

s_index=False) .mean ()
average_rating.tail ()

movield rating

9061 161944 5.0
9062 162376 4.5
9063 162542 5.0
9064 162672 3.0
9065 163949 5.0

joined = movies.merge (average_rating,

joined.head ()
joined.corr ()

movield rating

movield 1.000000 -0.041213
rating -0.041213 1.000000

on='movieId',

how='inner"')
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In [112]: yearly_average = joined[['year',K 'rating']].groupby('year', as_inde
x=False) .mean ()
yearly_average[:10]

Out[l1l2]:
year rating

0 1902 4.333333
1 1915 3.000000
1916 3.500000
1917 4.250000
1918 4.250000
1919 3.000000
1920 2.500000
1921 4.387500
1922 3.926587

© 00 N o a ~» W DN

1923 4.166667

In [113]: yearly_average[-20:].plot(x='year', y='rating', figsize=(15,10), gr
id=True)

Out [113]: <matplotlib.axes._subplots.AxesSubplot at 0x194a3c50>

34

—— rating

33

32

31

30

1998 ! 2003 ' 2007- ’ 2012
year

Do some years look better for the boxoffice movies than others?
Does any data point seem like an outlier in some sense?

In [ ]:
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